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Abstract. We develop a model of social learning from consumer reviews in a horizontally
differentiated market. At the core of our model lies the dynamic feedback loop between
choices, ratings and beliefs, of which we characterize the long-run properties. We show that
long-run, equilibrium ratings are biased in systematic and sizable ways. They relatively
advantage lower quality and more polarizing products. Thus, in stark contrast with the
winner-takes-all dynamics of classic observational learning models, learning from consumer
opinions (as opposed to actions) generates excessive choice fragmentation compared to the
normative optimum. These conclusions are robust to different assumptions about consumer
learning and rating behavior. We provide corroborative evidence for our results using data
obtained from Goodreads, a popular consumer book ratings platform, and Book Marks, a
professional book critics ratings aggregator. Our findings have implications for the optimal
design of crowdsourced exploration, cast apparent cognitive biases such as the “love for large
numbers” in a new light, and inform the debate on the impact of fake reviews.

1. Introduction
Digitization has brought a substantial increase in variety in virtually all cultural markets:
music, books, movies and TV shows are being produced at an unprecedented scale. In such a
competitive landscape, in which thousands of products are fighting for consumers’ attention
(and money), it is of fundamental importance to understand how consumers sift through
the large variety of products they are presented with.
The Internet has had a significant impact on how consumer discover and evaluate products, in particular by means of consumer reviews. Learning from reviews, however, is made
difficult by the fact that, to some extent, reviews measure idiosyncratic consumer-product
fit, and not just objective quality. In this context, how and what can consumers learn from
peer-generated information?
This paper studies the nature and impact of consumer reviews in horizontally differentiated products markets. At the heart of the model lies a dynamic feedback loop between
ratings, beliefs, and choices: period t ratings influence t + 1 consumers’ beliefs, and thus the
t + 1 set of buyers of each product; this set, in turn, determines the nature of the product’s
t + 1 ratings, which will influence t + 2 beliefs, choices and ratings. We characterize the
long-run (t = ∞), self-reinforcing equilibrium properties of ratings, beliefs and choices.

(a) Causal impact of reviews on sales.
(b) Dynamic feedback loop between reviews and
sales.

Figure 1: On the left, the well studied framework of reviews impacting sales through updated
consumer beliefs. On the right, this paper’s framework: period t reviews influence t+1 period
beliefs, and thus sales, which comes with an updated set of reviewers and thus different t + 1
period reviews.

We show that long-run ratings are biased in systematic and sizable ways. The first bias
we identify is that differences in average ratings understate differences in objective quality.
This is due to the fact that high-quality products, by attracting a wider set of consumers
(and thus reviewers), end up inducing reviews by buyers for whom the fit component of
consumer satisfaction is relatively lower (“the curse of the best-seller”). In other words,
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the review system is biased against products with objective high quality: by attracting
consumers with many different tastes, the product’s success is also its curse.
Conversely, we show that consumer reviews favor “polarizing” products, that is, products
whose fit component has very high variance (that is, consumers either love or hate the
product). The idea is that, because of consumer self-selection, the fit component of reviews
is very high: consumers for whom the fit component is low do not purchase the product and
thus do not review it. In other words, for a given level of objective quality, polarizing (or
niche) products receive higher average ratings than general-interest products.
As a natural corollary, we show that one should be cautious in equating the variance
of consumer ratings and the polarizing nature of products (Clemons et al. (2006), Sun
(2012)): because ex-ante highly polarizing products tend to be purchased by a homogenous
set of buyers, their ex-post ratings often display low dispersion. In fact, we show that this
dispersion can be lower than that of their less polarizing counterparts, which attract a much
more diverse crowd.
Our conclusions are robust to whether consumers learn naïvely from ratings (that is,
they take them at face value, not internalizing their biases) or do so in a Bayesian fashion;
to whether ratings internalize prices; and to different assumptions regarding both consumer
self-selection into reviewing and the nature of their ratings conditional on doing so.
To fix intuition, consider the following example. Suppose there are two competing alternatives of the same vertical quality: one polarizing (say, a far-right-wing political book), the
other mainstream (say, a centrist book). The former will be bought by readers with right to
far-right views. Assuming for simplicity that no other options are available, everyone else
buys the centrist book.
If we were to naïvely infer quality from ratings, the centrist book would appear relatively
worse (because not all of its buyers adhere to its views) and relatively more polarizing (because its buyers are more diverse – far-left to center-right – than its right wing alternative’s
– center-right to right).
Both of these effects get stronger if, on top of the positioning differences, we assume that
the quality of the centrist option is higher (which is theoretically plausible; see Johnson and
Myatt (2006)): the marginal consumer would move to the right, implying a lower average
product-consumer fit (and thus a lower average and higher variance of opinions) for the
centrist option, and the opposite for the far-right option.
As might be apparent from the above example, these biases – while pervasive – are at
least partly self-correcting in nature: excessively high ratings today lead to a higher number
of reviews from poorly-matched consumers tomorrow, lowering the average and increasing
the variance of tomorrow’s ratings. However, we show that this correction is only partial,
and long-run ratings display the same qualitative biases as short-run ones.
An important implication of our model is that high ratings are at least partly selfdefeating in nature. This is in sharp contrast with the recent work of Park et al. (2021),
who look at consumer electronics and show that the “fateful first consumer review" carries
a disproportionate importance in determining both the valence and the number of future
ratings. Importantly, taste-based self-selection is arguably a non-factor in this market, and
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everything revolves around vertical differentiation.
Thus, the opposite nature of our results and theirs can be thought of as illustrating the
opposite issues plaguing reviews-based learning in different type of markets. In markets with
large product differentiation, ratings are fundamentally biased but also self-correcting, and
thus robust to both initial conditions and external manipulation. Conversely, in markets
without taste-based differentiation, these biases disappear, but so does robustness; in this
case, initial conditions are disproportionately important, just like they are in the classic
observational models of Banerjee (1992) and Bikhchandani et al. (1992).
A variety of cultural markets display dynamics that are hard to reconcile with these
winner-takes-all mechanisms, and are instead in line with our model. For example, Kovács
and Sharkey (2014) show that the ratings of Academy Award winners decline right after the
Awards are announced, while their variance go up – and by studying individual reviewer
behavior they trace these effects back to an expanded consumer pool. This is exactly what
our model predicts.
We present corroborative empirical evidence for our theoretical claims employing data
from Goodreads, a popular consumer book ratings platform, and Book Marks, a book critics
ratings aggregator. The logic in performing such a comparison is that of using critics’ ratings
as a proxy (however imperfect) for poducts’ qualities and designs, and to contrast them to
consumer ratings. Because critics are also likely to both self-select on taste and express at
least partly subjective opinions, this methodology – if anything – understates the extent of
bias present in Goodreads ratings.
Despite this important caveat, some striking patterns emerge. In line with the “the curse
of the best-seller”, we find that Goodreads average ratings understate differences in qualities
by over 55% compared to Book Marks ratings.
Relatedly, we show that the relationship between the average and the number of reviews
is around 44% flatter for book consumer ratings on Goodreads compared to Book Marks,
a popular critics ratings aggregator. Again, this is in line with ratings and popularity
being self-defeating in nature, and social learning from reviews leading (naïve) consumers
to excessive choice fragmentation.
Moreover, we find that polarizing products (as proxied by products with a high Book
Marks variance of ratings) are relatively overrated on Goodreads, again in line with our
theory.
When looking at the validity of the variance of ratings as a proxy for product design, the
(admittedly anecdotal) patterns we observe are equally clear. For instance, bestsellers (as
defined by books with more than 200 editions) average a variance of 1.03, compared to 0.89
overall; the results get stronger as we raise the threshold to 500, 750 and 1000 editions. The
last, extremely selective, group includes all-time classics such as “The Jungle Book" (which
has an above average variance of 0.95) and “Alice in Wonderland" (1.05).
Meanwhile, “Bullies: How the Left’s Culture of Fear and Intimidation Silences Americans" by Ben Shapiro – which is likely extremely polarizing ex-ante – has a slightly belowaverage variance of 0.79, reflecting the arguably very homogenous set of its buyers.
It is highly implausible that these patterns are in line with ex-ante polarization, while
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they are well explained by self-selection patterns, as predicted by our model: more polarizing products induce stronger taste-based self-selection, thus receiving reviews from a
more homogeneous set of buyers, increasing the average and decreasing the variance of their
ratings.
These findings have important strategic implications for sellers, platforms and consumers.
Sellers should consider the non-trivial tradeoffs of different designs, pricing and advertising
strategies in contexts in which online word of mouth is key to long-term success, often opting
for seemingly counterintuitive strategies.
When thinking about product design, a naïve marketer might assume that a mainstream
design maximizes the chances to satisfy buyers, thus minimizing the chances of negative word
of mouth. However, a mainstream product might fail to attract a targeted, passionate crowd,
and as a result obtain mediocre ratings, to the detriment of its long-term success.
When thinking about prices, the most natural assumption is that ratings might reflect
the “quality of the deal” more so than quality per se.1 This concern might be less relevant
in markets – such as those for books or movies – in which prices are not as salient, or even
fixed.2 In our model, high prices effectively function as a matching device: only consumers
with a strong taste for the product will buy it. The opposite is true for low prices, which
attract some consumers who do not have a strong taste for the product. This prediction is
in line with empirical evidence on the perverse reputational effects of deep discounts, see for
instance Byers et al. (2012).3
For consumers, the key takeaway is to carefully consider the source of information they
are presented with, and to be wary of simple aggregate statistics like the average and the
variance of ratings. While this correction is made complex by the fact that its extent is
highly product-specific, a variety of heuristics – such as rewarding products receiving more
ratings (“the love for large numbers", Powell et al. (2017)), and discounting the ratings of
products with highly polarizing designs – can help.
Product-consumers idiosyncrasies are as represented in ratings as the products’ very
characteristics. The key issue for consumers is to identify peers with similar taste: this way,
idiosyncrasies in ratings would effectively reflect their future satisfaction.
The rest of the paper is structured as follows. Section 2 reviews the related literature.
Section 3 introduces the model, and presents the main theoretical results. In particular,
3.2.4 presents an overview of our results’ relation to the previous literature, as well as a
discussion of possible extensions, while 3.3 provides an extended example illustrating all
the main mechanisms, as well as some numerical simulations. Section 4 describes the data
and our main empirical results. We conclude in Section 5. Appendices A, B, C, D and
E contain the proofs, an additional model of quantity-quality tradeoffs in ratings, several
model extensions, and a description of our book ratings data and the empirical results,
respectively.
1 . E.g., see Luca and Reshef (2021) in the context of Yelp restaurant ratings.
2 . None of the textual reviews – either from consumers or critics – in our dataset discusses prices, for

instance.
3 . For a much more detailed analysis of pricing incentives in the presence of consumer ratings, we refer

to the recent work of Carnehl et al. (2021).
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2. Related Literature
There is currently a very active and interdisciplinary literature studying the informational
content of consumer reviews. These papers have documented a variety of biases, due to
social influence (Muchnik et al. (2013), Jacobsen (2015), Park et al. (2021)), reciprocity
towards sellers (Filippas et al. (2022)), sellers’ manipulation (Luca and Zervas (2016), He
et al. (2022)), or, most relevant for this paper, consumer self-selection (Li and Hitt (2008),
Acemoglu et al. (2017), Vaccari et al. (2018), Besbes and Scarsini (2018)).
Vaccari et al. (2018) show, in line with this work, that with multiple products, ratings
underestimate quality differences. However, the mechanisms are completely different. In
their model, individual preferences are reference-dependent, so that high expectations are
self-defeating. Conversely, consumers in our setting have standard preferences; our results
follow from the natural tradeoff between the products’ quality and fit dimensions.
Acemoglu et al. (2017) show that despite time-varying self-selection in reviews, a Bayesian
learner can correctly infer the product’s quality. Using a very similar sequential model, Besbes and Scarsini (2018) show that accurate learning can be achieved under weak assumptions
on consumer sophistication. However, they also point out that simply using the mean review
as a proxy of quality leads to an incorrect long-run estimate.
Of these papers, only Vaccari et al. (2018) deals with multiple products, and speaks
to the impact of ratings on market structure. This is key, because ratings are increasingly
employed to alleviate choice overload problems, that is, to aid consumers deciding what –
not if – to buy. Thus, if all products’ ratings were equally biased, relative ratings would be
unbiased, leading to correct choices between products. Moreover, platform-wide biases are
cognitively easier to correct for: for instance, it is well known that an Uber driver’s rating
of 4.5 out of 5 is below average. Last, ratings are often used by platforms to form rankings:
these determine not only consumer beliefs but also their consideration sets (Ursu (2018)).
When ratings’ biases are systematic, consumer could, in principle, correct for them. This
correction, however, is often unlikely: De Langhe et al. (2015) document that consumers lack
sophistication when interpreting reviews, and “navigate by the stars", even when they are
likely to lead them astray. We will model both naïve and rational consumers, and show that
the two categories interact in subtle and interesting ways: in particular, rational consumers
impose a negative externality on their naïve peers.
Another area of contribution of our paper is trying to infer product design from ratings.
Do reviews tell us which products are polarizing, and which are inoffensive to all consumers?
In influential work, Clemons et al. (2006) and Sun (2012) assume they do. Using a one product model, Sun (2012) shows that – when consumers are uninformed about products’ designs
– polarizing products’ ratings have higher variance. Both our model and empirical analysis
question this assumption – in fact, we find that bestselling products are often associated
with a higher variance of ratings. We discuss when we think Sun’s or our framework is more
likely to apply.
Our platform design implications can be seen as offering a complementary perspective
to the recent theoretical literature on “crowdsourced exploration". Kremer et al. (2014),
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Papanastasiou et al. (2017) and Che and Hörner (2017) consider a platform incentivizing
exploration by consumers, to generate positive externalities (through product discovery) and
maximize their long-term utility. They show that the optimal policy involves the spamming
of new and unproven options. Crucially, they all model ratings as unbiased signals of quality.
While not our primary focus, we suggest that the endogenous nature of ratings – which do
not just reflect quality, and instead advantage lower quality and more polarizing options –
favors exploration even absent the platform’s explicit intervention.
Last, it is interesting to contrast the case of consumers learning from the opinions of
their predecessors with that of observational learning, in which they learn from their actions.
A large literature, originating with the classic work of Banerjee (1992) and Bikhchandani
et al. (1992), has studied this setting. Models of observational learning are characterized by
informational cascades, generating a “winner-takes-all" dynamic for sellers and an almost
immediate breakdown in the aggregation of information. In our model, the opposite happens: niche options are overvalued at the expenses of more popular ones, increasing market
fragmentation. Interestingly, we show that in this environment a Bayesian learner combines
learning from opinions (average ratings) and actions (number of ratings).

3. Theoretical Framework
3.1. A Baseline Model of Ratings
Our baseline model features two competing products, i = {1, 2}, and a continuum set of
buyers, J , totaling mass 1. The products are both vertically and horizontally differentiated.
Following Johnson and Myatt (2006), products differ in quality Q, price P and design s.
Design measures how polarizing (or, following Johnson and Myatt (2006), “niche"4 ) the
product is: a mainstream (high mass appeal, s = sH ) design is inoffensive to all consumers,
while a niche, or polarizing (low mass appeal, s = sL ) design polarizes consumers, who will
either love it or hate it.
Throughout the paper, we abstract from sellers’ strategic decisions5 , and instead focus
on characterizing consumer beliefs, choices and ratings given products’ characteristics.
Consumer j’s utility for product i is given by
Uij = Qi + θij − Pi .
θij represents idiosyncratic consumer-product match, and is drawn from a continuous
and smooth cumulative distribution Fsi (·) with mean 0, iid across consumers. Product
design si ∈ {sL , sH } influences the shape of Fsi (·), subject to the constraint that its mean
be fixed at 0. More specifically, following Johnson and Myatt (2006), designs are ranked in
terms of demand rotations.
4 . Note that “niche" here should not be interpreted as having small market shares: in fact, in our main

example (Section 3.3) the niche product obtains higher market shares in equilibrium.
5 . We focus on these in concurrent work. Citation omitted to preserve blindness of review process.
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Definition 1. We say that Fs0i (·) is a rotation of Fsi (·) if there exists a θs†i such that
Fsi (θ) < (>)Fs0i (θ) ⇐⇒ θ < (>)θs†i .
Intuitively, Fs0i (·) concentrates more mass around θs†i than Fsi (·) does. In economic
terms, this means that the seller can decide between more mainstream designs, which are
moderately appealing to most consumers and offensive to none, and more niche ones, which
will be loved by some, loathed by others. In most of our applications, we specialize this notion
to that of second order stochastic dominance, which is equivalent in spirit and analytically
convenient.
Moreover, we make one natural assumption, essentially governing the skewness of the
two distributions FsL (·) and FsH (·):
Assumption 1. For fixed prices and qualities, the mainstream product’s market share is
greater than or equal to the niche product’s:
MH := P (θH > θL ) ≥

1
≥ ML := 1 − MH .
2

Throughout the paper, we assume that prices and fit are always observable to consumers
before purchasing6 , while vertical quality is not, and is inferred from reviews.
Each consumer picks the product promising the higher expected utility (given beliefs
about quality, which as we will see depend on ratings). Upon choosing a product, each
buyer reviews it honestly, but subjectively, by reporting their own experienced utility.7 Emphasizing the self-selection in choices and ratings, we have:

Q + θ − P if i ∈ argmax{E(U ), E(U )},
i
ij
i
1j
2j
Rij =
∅
otherwise.
Truth-telling is an especially sensible assumption on platforms – like Goodreads or Netflix
– that motivate consumers to leave product reviews at least partly to receive future personalized recommendations. Nevertheless, it is not the only possible assumption, and there
are several empirically demonstrated deviations from this benchmarks, which we discuss in
Appendix B.
Denote by J1 and J2 the sets of buyers of product 1 and 2 respectively (we are omitting
6 . Assuming that prices are observable is straightforward, while the same is not necessarily true for

product fit. Nevertheless, in a large variety of applications, the main determinants of fit are
observable: think genre, setting, author and year for books, movies or TV shows; cuisine,
vegetarian-friendliness and atmosphere for restaurants; positioning for non-fiction books; and so
forth. We discuss ways to relax this assumption in our conclusions.
7 . Note that this buries two assumptions: that the consumer always posts reviews, and that they do so
truthfully. Motivated by a large body of empirical research on extremity bias, motivated reviews,
and social influence, among others, we discuss the robustness of our main findings to these
assumptions in Appendix B.
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the t subscript for notational simplicity). That is,
J1 = {j ∈ J | E(Q1 ) + θ1j − P1 ≥ E(Q2 ) + θ2j − P2 },
and similarly for J2 . The expectations depend on consumers’ knowledge of the product
attributes, as discussed below. Moreover, denote by FsJi i the conditional distributions of θi ,
i = 1, 2:
Z
FsJi i (θi ) =

fsi (θij )dJi ,

j = 1, 2.

We start with a simple Lemma, which guarantees that studying the properties of ratings
is equivalent to studying patterns of taste-based self-selection.
Lemma 1. Denoting by GRi (·) the CDF of product i ratings, we have that GRi (·) satisfies,
for every k ≥ 0,
GRi (k) = FsJi i (k − Qi + Pi ).
Proof:

The proof for this and all other theoretical results can be found in Appendix A.

We are interested in characterizing the mean and variance of Ri , i = 1, 2. These are
given by
Z
V ar(Ri ) = V arF Ji (θi ).
E(Ri ) = Rij dJi = Qi + EF Ji (θi ) − Pi ,
si

si

A few remarks are in order. Prima facie, Qi (Pi ) only shifts up (down) the distribution of
ratings, and do not influence V arF Ji (θi ). However, it does so indirectly, through consumer
si

self-selection, since Ji = Ji (Qi , Q−i , si , s−i , Pi , P−i ). This also sheds light on the interplay
between a product’s (absolute and relative) ratings and its alternative’s characteristics, Q−i ,
s−i and P−i .
Second, because Qi and Pi play symmetric roles (that is, changes in Qi and Pi that leave
Qi − Pi unchanged do not influence our results), we will generally ignore the role of prices
(by assuming P1 = P2 = 0), with the understanding that quality can be thought of as net of
price, and that each result speaking to the impact of quality differences can be immediately
rephrased into (an opposite) one on the impact of price differences. We discuss the role of
pricing in greater detail in Section 3.2.4.
Third, due to self-selection, consumers usually buy products for which they have positive
taste:

E θ1j | E(Q1 ) + E(θ1,j ) − P1 ≥ E(Q2 ) + E(θ2,j ) − P2 ≥ 0.
Thus, we generally have E(Ri ) > Q and V ar(Ri ) < V ar(θi ) for i = 1, 2. In other
words, all ratings are upward-biased, and all variances in taste distributions are downwardbiased. Moreover, the two go hand in hand: the more upward-biased average ratings are,
the more downward-biased variances. The magnitude of these biases depends on the extent
of truncation in the taste distribution stemming from consumer self-selection.
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However, the key observation is that these biases are highly product-specific: for some
products characteristics (which we characterize in our main propositions), we observe a
drastic increase in average ratings and decrease in variance; for others, both changes are
much smaller. Thus, the reviews of some products are relatively biased compared to those of
their alternatives. This is crucial, because reviews inform choices between the two products
– that is, choices of what, not if to buy. We start with the following:
Definition 2. Average ratings are biased in favor of product 1 (2) whenever
B(Q1 , Q2 , s1 , s2 , P1 , P2 ) := (E(R1 ) − E(R2 )) − (Q1 − Q2 ) > 0 (< 0)
Suppressing the dependence of B on products features for notational simplicity, we have
that B > 0 whenever product 1’s ratings are higher than product 2’s, relative to their
qualities. Put differently, B > 0 is equivalent to product 1’s ratings being more upwardbiased than product 2’s: E(R1 ) − Q1 > E(R2 ) − Q2 .
In order to describe the long-term dynamics of ratings, we first need to specify how
consumers learn from them. Similarly to Acemoglu et al. (2017), we consider two types
of consumers; first, Bayesian (or rational, R) consumers, who internalize the ratings’ selfselected nature and are thus capable of forming correct quality expectations: ER (Qi ) = Qi
for i = 1, 2. This is a simplification, which has the scope of starkly illustrating the impact
of well informed consumers on their naïve peers. We discuss the nature of Bayesian learning
in greater detail in Appendix C.
Second, motivated by empirical realism, we will consider naïve (N ) consumers, who
simply take ratings at face value: EN (Qi ) = EN (Ri ) for i = 1, 2. It is worth noticing that,
by regressing demand on ratings – and not on posterior beliefs of quality given ratings – this
is implicitly the type of consumers the empirical literature on this topic (e.g., Chevalier and
Mayzlin (2006) and Luca (2016)) has focused on when trying to estimate the causal effects
of ratings on demand. We denote by α ∈ (0, 1) the share of naïve consumers.
Before moving on to presenting our main results, we reiterate that all biases in ratings
we identify are solely predicated on consumers’ taste-based self-selection: absent that, all
ratings would be perfectly informative of products’ features, independently on Qi and si ,
i = 1, 2, as shown in the following:
Lemma 2. Assume consumers are uninformed about their fit with each product: E(θ1 ) =
E(θ2 ) = 0. Then, E(Ri ) = Qi and V ar(Ri ) = V arFsi (θi ), for all Qi and si , i = 1, 2.

3.2. Main Results
We now turn to study the long-run ratings and learning dynamics in the presence of tastebased self-selection.
We assume that period 0 choices reflect the lack of any information about qualities, and
thus solely reflect taste: Ji = {j ∈ J | θij ≥ θ−ij }, i = 1, 2. As discussed in the introduction
and further shown later in this Section, long-run outcomes are robust to initial conditions.
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Thus, assumptions regarding period 0 beliefs about quality, and thus choices, do not play a
role in our analysis.
Period 1 choices incorporate information contained in period 0 ratings, which are given
by E0 (Ri ) = Qi + E(θij | θij ≥ θ−ij ). More generally, given period t ratings Et (R1 ) and
Et (R2 ), we have that a naïve consumer in period t + 1 chooses product 1 if and only if
Et (R1 ) + θ1j > Et (R2 ) + θ2j ; a Bayesian consumer, on the other hand, correctly chooses
product 1 whenever Q1 + θ1 > Q2 + θ2 . Thus, product 1’s period t + 1 ratings from naïve
and rational consumers are given by
EN
t+1 (R1 ) = Q1 + E θ1j | Et (R1 ) + θ1j ≥ Et (R2 ) + θ2j )
and
ER
t+1 (R1 ) = Q1 + E(θ1j | Q1 + θ1j ≥ Q2 + θ2j ),
which results in overall period t + 1 ratings equal to
R
Et+1 (R1 ) = αEN
t+1 (R1 ) + (1 − α)Et+1 (R1 )

= Q1 +

·

α
|{z}

E θ1j | Et (R1 ) + θ1j ≥ Et (R2 ) + θ2j )
|
{z
}

Share of naïve consumers Average taste for product 1 among naïve t + 1 period buyers

+

(1 − α)
| {z }

·

E(θ1j | Q1 + θ1j ≥ Q2 + θ2j )
|
{z
}

Share of Bayesian consumers Average taste for product 1 among Bayesian t + 1 period buyers

for product 1, and symmetrically for product 2.

To characterize the long-run properties of averages ratings E∞ (R1 ), E∞ (R2 ) , we thus
have to solve for the following system of fixed-point equations:
(
E∞ (R1 ) = Q1 + αE θ1j | E∞ (R1 ) + θ1j ≥ E∞ (R2 ) + θ2j ) + (1 − α)E(θ1j | Q1 + θ1j ≥ Q2 + θ2j )
E∞ (R2 ) = Q2 + αE θ2j | E∞ (R2 ) + θ2j ≥ E∞ (R1 ) + θ1j ) + (1 − α)E(θ2j | Q2 + θ2j ≥ Q1 + θ1j )
Both types of consumers contribute to the average of ratings, but only naïves respond
to it period by period. Unbiased ratings (B∞ = 0) would imply that naïve and rational
consumers make the same choices (conditional on taste) in the long-run. We will see this is
generally not the case.
Interestingly, we will also show that naïves and rational beliefs differ more the lower the
share of naïves, α. In other words, not only do rational consumers not nudge their naïve
peers towards subjectively better choices, they actually impose a negative externality on
them.
Note that in both equations, the left hand side is increasing in ratings E(Ri ), while the
right hand side is decreasing in E(Ri ) (and increasing in E(R−i )). This follows straightforwardly from properties of conditional expectations. Two important facts follow: first, for
a fixed E(R−i ), there is at most one E(Ri ) solving each equation. Second, the long-run
ratings of each product are increasing in the other product’s quality (and ratings). This is
10

because competing with a better alternative strengthens the selection of a product’s buyers,
inflating their average taste for it, and thus its average ratings.
We now characterize the (unique) solution of the above system. In particular, we are
interested in properties of B∞ = (E∞ (R1 ) − E∞ (R2 )) − (Q1 − Q2 ) as a function of products characteristics. As we will see, these are both intuitive and empirically realistic, and
rationalize a variety of phenomena that have been documented by researchers over the last
few years, such as the perverse effect of prizes (such as the Academy Awards) on ratings
(Kovács and Sharkey (2014)), the short-lived effects of fake reviews (He et al. (2022)), the
backfiring of deep discounts (Byers et al. (2012)) and the often high ratings (and, relatedly,
low variance in ratings) obtained by highly polarizing options, among others.

3.2.1. Ratings and Product Design
We start with the case of two products having the same quality, but differing in their design.
We have the following:
Proposition 1 (Polarizing Products Are Relatively Overrated) Let the two products
differ only in their design: s1 = H, s2 = L. Then, product 2 is relatively overrated: B < 0.
The bias worsens the higher the share of rational consumers: ∂B(α)/∂α < 0.
To gather some intuition for this result, assume we knew that the mainstream product
was chosen. Since its valuation among consumers is fairly concentrated (low variance in θ1j
given s1 = H), this was likely caused by a distaste for the niche alternative more so than a
(statistically rare) strong taste for product 1. So, product 1’s ratings will not be particularly
upward-biased.
On the flip side, when observing a consumer choosing product 2, it will be relatively
more likely this is due to a strong taste for it than to a (again, statistically rare) distaste
for the mainstream alternative.
Put differently, reviews of niche products reflect the opinions of their fans, while those
of mainstream products reflect the opinions of anyone who is not a fan of the available
alternative(s). This implies stronger matches – and thus relatively more upward-biased
ratings – for niche products.
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Figure 2: More polarizing products are overrated: an example with a bimodal (e.g., far-right
book) and a unimodal (e.g., centrist book) distribution.
Note that the result does not depend on the mainstream product capturing a larger
market share (for instance due to skewness in the distribution of FsL ). That is, Proposition
1 is not saying “The niche product sells only to a small set of fans, so it obtains fewer
but better reviews". In fact, in equilibrium, product 2 can capture a larger market share
and obtain higher ratings. See Section 3.3 for an example. A more correct interpretation
of Proposition 1 would be “A recommendation system in which raters self-select based on
product fit to maximize their utility relatively advantages more polarizing options compared
to less polarizing ones".
That the presence of rational consumers – who are able to extrapolate qualities, and thus
choose their subjectively optimal product – actually worsens biases in ratings, thus hurting
their naïve peers, is not straightforward, and thus requires some explanation. Notice that,
whenever product 2 is relatively overrated (Bt < 0), we have that too many naïves choose
it over product 1 compared to the normative optimum. Rational consumers, on the other
hand, are less likely to purchase product 2, thus decreasing its market share and, crucially,
N
8
increasing its ratings due to their superior matches: ER
t+1 (R2 ) > Et+1 (R2 ).
By doing so, they lead a higher share of t + 1 naïves to be fooled by ratings and purchase
product 2 even when it is the subjectively inferior option for them. This effect is stronger the
more rational consumers there are. Thus, not only do rational consumers not aid naïves in
their learning, they actually impose a negative externality on them by causing the long-run
bias to be more sizable.
Before moving on to our second main result, we emphasize that, while our main focus
is on the impact of ratings on competitive markets, the result does not strictly depend on
competition, so that it is applicable to the much more studied setting of online reviews in
monopoly (e.g., Acemoglu et al. (2017), Besbes and Scarsini (2018), Papanastasiou et al.
(2017)).9
N
8 . Conversely, ER
t+1 (R1 ) < Et+1 (R1 ): not enough naïves choose product 1; those that do have a high

idiosyncratic taste for it: θ1j > θ2j − Bt+1 , which is a stronger condition than θ1j > θ2j given
Bt+1 < 0.
9 . The same is true for all of our next results as well. We omit those Corollaries for brevity.
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Corollary 1. Assume each consumer is choosing between a product and an outside option of
quality c. When c is high enough, the product’s ratings are more upward-biased the more
polarizing it is.

3.2.2. Ratings and Quality: “The Curse of the Best Seller"
We now turn to our second central result: can we trust ratings to accurately reflect quality
differences when products have the same design, and are only vertically differentiated? One
might think that, since quality is agreed upon by all consumers, quality differences should
not bias relative ratings. However, this intuition turns out to be incorrect, since at the heart
of consumers’ choice is the interplay between vertical quality and horizontal fit. We have
the following:
Proposition 2 (High Quality Products Are Relatively Underrated) Let the two products differ only in their qualities: Q := Q1 − Q2 > 0. Then, the higher quality product
1 is relatively underrated: B < 0. Moreover, this bias is increasing in the quality gap:
∂B(Q)/∂Q > 0, and increasing in the share of rational consumers: ∂B(α)/∂α < 0. Nevertheless, ratings accurately rank products: E(R1 ) > E(R2 ).
This result admits nice intuition. Assume Bt = 0. Then, because product 1 is of higher
quality, the marginal consumer – whether naïve or rational (the two are equivalent when
– and only when – Bt = 0) – has a stronger taste for product 2 than it does for product
1. This implies that t + 1 ratings will reflect a higher average taste for product 2 than for
product 1, leading to Bt+1 < 0. Thus, it cannot be the case that B∞ = 0.
An alternative – but equivalent – way to state this is that higher vertical quality can
persuade buyers to go with a product even though it is not the best match for them. That is,
there exists a non-empty set J1 ⊂ J1 such that for every j ∈ J1 we have Q1 + θ1j > Q2 + θ2j
even though θ1j < θ2j (for rational consumers; similarly for naïves). Though individually
rational, these decisions imply that, on average, consumers are better matched with the
vertically inferior product, inflating its relative rating (while decreasing the number of its
ratings) compared to the case in which the two products are vertically indistinguishable.
For instance, the average Goodreads rating of books obtaining fewer than 100 ratings
is almost as high as the average rating of books with over 10000 ratings. At first sight,
this might be puzzling: shouldn’t commercial success be more correlated with quality? Our
model rationalizes this fact: the burden of proof faced by the higher quality (and thus more
popular) books is dramatically higher than that faced by their lower quality alternatives.
Large differences in quality coexist with small differences in ratings. See Section 4.
Proposition 2 suggests that – for fixed average ratings – products with a high number
of ratings should be of higher quality. Thus, rational consumers should have a preference
for them. This offers a rationalization for the “love of large numbers" (Powell et al. (2017))
commonly observed on consumer ratings platforms. Interestingly, this rationalization of
observational learning is orthogonal to the classic ones of Banerjee (1992), Bikhchandani
et al. (1992) and Caminal and Vives (1996).
The following corollary follows straightforwardly from Proposition 2.
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Corollary 2 (High Ratings Are Self-Defeating.) Et+1 (Ri ) is decreasing in Et+1 (Ri )
(and increasing in Et+1 (R−i )). Jointly, these imply that the same is true for relative ratings:
Bt+1 is decreasing in Bt . The effects are stronger the higher the share of naïve consumers:
∂ 2 Et+1 (Ri )/∂Et (Ri )∂α < 0, ∂ 2 Et+1 (Ri )/∂Et (R−i )∂α > 0, ∂ 2 Bt+1 /∂Bt ∂α < 0.
Corollary ?? formalizes how, contrary to models of social influence (Muchnik et al.
(2013)) in which high ratings are self-reinforcing, there is a negative correlation between
(both absolute and relative) ratings in consecutive periods: higher ratings today lead to
higher market shares, and thus lower average matches, and worse ratings, tomorrow.
This effect is stronger the more naïve consumers there are: they are the only one responding to swings in ratings, thus causing future swings.
An important consequence of this fact is that, while systematically biased, ratings are
robust to manipulation, by their very self-defeating nature. This suggests that, in markets
in which consumer taste-based self-selection is prevalent, the impact of fake reviews might
be short-lived.
Remark 1 (Fake Reviews Backfire, and Their Effects Are Short-Lived.) Let product 1’s relative ratings be artificially inflated due to seller 1’s manipulation in period t. Then,
product 1’s market shares will be higher in period t + 1, but its ratings will be lower than they
would have been absent manipulation. Moreover, long-run ratings and market shares will be
unaffected, no matter how large the manipulation.
Notice that the symmetry in our model implies that this result could be equivalently
restated in terms of negative fake reviews, as in Mayzlin et al. (2014). Because Bt is a
sufficient statistic for Bt+1 , an increase in Et (Ri ) is conceptually equivalent to a decrease in
Et+1 (R−i ).
Second, an importantly, this result does not just imply that ratings will regress to the
mean following fake reviews in period t. It goes further, and suggests that fake reviews
actively decrease t + 1 ratings. Then, due to the robustness properties discussed above,
ratings eventually converge (back) to their equilibrium levels, as characterized in Proposition
2. This is strikingly in line with recent empirical work by He et al. (2022), who document a
fall in average Amazon ratings immediately after brands purchase fake reviews on Facebook,
and no long-term effects of ratings manipulation, whether positive or negative.
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(a) First half: higher reviews lead to higher beliefs. (b) Second half: higher beliefs lead to higher sales
and lower matches.

Figure 3: Dynamic feedback loop between ratings, beliefs and choices, leading to the selfdefeating nature of high ratings. A period t increase in reviews – whether fraudolent or not
– leads to an increase in t + 1 beliefs about quality. This in turn increases t + 1 sales, and
decreases t + 1 matches, which leads to lower t + 1 ratings.

Notably, we have analyzed the effects of products’ features on their ratings one by one.
In reality, products simultaneously differ in both quality and design, and their (relative)
ratings will reflect differences in both dimensions at once. How do product characteristics
interact in a competitive market? That is, are high or low quality products more likely to
have a polarizing design?
Johnson and Myatt (2006) show that sellers choose mainstream designs only when their
quality is high enough. This is because a polarizing design acts as a differentiation tool
when competing on the vertical dimension is not possible. In other words: when appealing
to all consumers is not possible, the seller can at least try to appeal to some.
This fact implies that the biases described in Proposition 1 and 2 often compound each
other: high quality, mainstream products face a very high burden of proof and thus obtain relatively very low ratings; lower quality, niche products, on the other hand, attract
extremely strong matches and thus obtain very upward-biased ratings. See Section 3.3 for
a numerical example of this compounding effect.
In turn, this suggests that the presence of ratings provides an additional incentive towards polarizing designs beyond differentiation, effectively increasing the quality cutoff for
mainstream designs.10

3.2.3. The Variance of Ratings
How informative are ratings of product design? A straightforward conjecture is that, since
product designs drive the variance of taste shocks, a more polarizing design should corre10 . We are studying supply-side responses to the presence of ratings in ongoing work.
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spond to a higher variance in ratings.
In widely influential work, Clemons et al. (2006) and Sun (2012) take exactly this approach. They then study the interplay between the variance and the quality of ratings:
a high variance increases sales only when the average rating is low. In line with Johnson
and Myatt (2006), they interpret this as low quality products still being able to attract a
well-matched crowd when polarizing enough.
Our model provides an alternative way to interpret these results: in our formulation, it is
easy to see that the first and second moments of ratings are inversely related. As consumers’
strategies are always determined by intertwined cutoffs for θ1j and θ2j , ratings become more
dispersed if and only if they become, on average, lower.
Moreover, the dynamic feedback loop between ratings and choices in our model extends
to the variance of ratings: not only does the variance affect demand, but the converse is also
true. In particular, higher demand results in lower matches on average, which is equivalent
to a higher variance in match qualities. This suggests caution in the causal estimation of
the effects of ratings’ variance on demand.
In fact, a stronger negative result holds. Given self-selection on taste, a product’s ratings’
variance need not be indicative of its design. This can translate into a complete reversal of
ex-ante and ex-post variances, as shown in the following:
Proposition 3 (The Variance of Ratings Needs Not Proxy Polarization) Let the support for θ1 and θ2 be bounded above. Then, there exists a quality gap Q := Q1 − Q2 > 0 such
that V ar∞ (R1 ) > V ar∞ (R2 ) for all s1 and s2 .
Proposition 3 formalizes the following idea: when product 1 is of much higher quality
than product 2, it will attract a much wider – and thus much more diverse taste-wise –
audience, while reducing the audience of product 2 to its die-hard fans. When the quality
gap is large enough, eventually all buyers of product 2 will have a very strong taste for it:
θ2 will be close to θ̄ for each consumer in J2 . Thus, the observed variance of ratings of θ2
will get arbitrarily small – and eventually smaller than V ar∞ (R1 ), independently on ex-ante
designs.
To illustrate, let us go back to our books example in the introduction. Proposition 3
is saying that if the centrist book is of high enough quality compared to the far-right one,
eventually its ratings will display higher variance.
Notice that the this negative result can hold much more broadly than described in
Proposition 3 (as well as in our example). Both the requirement that taste shocks be
bounded above and that product 1 is of higher quality allow us to parsimoniously show a
general result (and a natural mechanism for it), but neither condition is necessary.
For instance, Figure 2 in Section 3.2.1 provides an example of this variance inversion
result without quality asymmetries. In Figure 2, the high dispersion in valuations for the
orange book comes from the presence of two opposite, but fairly homogenous, taste groups.
Self-selection eliminates ratings from the left one, and thus the observed ratings are all
coming from the homogenous right group, resulting in low variance. Clearly, this between
groups – within group variance gap can be arbitrarily large, even when Q1 ≤ Q2 .
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Put differently, this finding results from the combination of two forces: on one hand, the
niche product has higher unconditional variance. On the other hand, we can make more
inference on θL conditional on choice than we do on θH , so that the reduction in variance is
larger for the polarizing product.
To sum up, using the variance of observed ratings to infer products designs is relatively
harmless when consumer have little ex-ante information and match near randomly (which
is the case in theoretical model of Sun (2012)), but might lead to misclassification when
products’ horizontal attributes are known to consumers.11 This is the case, for instance,
with political books (in most cases, their titles and covers reveal the books’ political stance
quite clearly), but also movie genres, restaurants cuisine types, and so forth.

3.2.4. Additional Implications
The following are direct corollaries of our main propositions.
• Consumption Segregation Goes Up. Contrary to classic models of observational
learning (Banerjee (1992), Bikhchandani et al. (1992)), our model displays excessive
dispersion in choices, with fewer consumers purchasing the higher quality product than
normatively optimal. This decreases the probability that two consumers purchase
the same product, increasing consumption segregation. By underestimating quality
differences, naïve consumers overweight the subjective, horizontal dimension, and thus
end up less alike, despite the social nature of learning (alone, together ).
• Price as a Matching Device. By symmetry of qualities and prices, we can restate
Proposition 2 in terms of prices:
Corollary 3 (Cheap Products Are Relatively Underrated) Let the two products differ only in their prices: P := P1 − P2 < 0. Then, the cheaper product 1 is
relatively underrated: B < 0. Moreover, this bias is increasing in the (absolute) price
gap: ∂B(P )/∂P > 0, and in the share of rational consumers: ∂B(α)/∂α < 0.
Higher prices will deter everyone but die-hard fans, thus leading to a more favorable
consumer self-selection (though possibly a decrease in present revenue).12 This represents an anti-competitive effect of ratings. Formally, define by Pit the optimal price
absent social learning, and note that in the presence of social learning (and a positive fraction of naïve consumers) the FOCs contain an additional term that will be
proportional to
t
t
∂EN
∂EN
t+1 (Q−i |R−i )
t+1 (Qi |Ri )
−
,
∂Pit
∂Pit
11 . Goodreads’ own ranking for the most polarizing books of all times clearly shows the consequences of

wrongly interpreting the information contained in the variance of ratings:
https://www.goodreads.com/list/show/6199.The_Most_Polarizing_Books_Of_All_Time.
12 . This is true even in the case in which ratings negatively reflect prices (Luca and Reshef (2021)).
However, the optimal price is, of course, different in that case.
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where EN
t+1 (·) denote the expectations of t + 1 generation naïves. In other words, in
setting period t prices the seller internalizes their impact of t + 1 beliefs.
This term is positive for every Pit , because E(θij |j ∈ Ji ) is increasing in Pit (and
E(θ−i,j |j ∈ J−i ) is decreasing). Thus, the optimal price in the presence of social
t
learning from ratings will be higher: Pi,SL
> Pit for every i and t, in both monopolistic
and competitive settings.13
• Tendency towards Personalization. All else equal, Prop. 1 shows that mainstream
products have a hard(er) time creating uniformly positive word of mouth. Therefore,
sellers are incentivized to move towards more niche designs. Furthermore, notice that
personalization is associated with an increase in local monopoly power: this provides
an additional channel for price increases.
• Increased Returns to Targeted Advertising. By attracting precisely the type of
consumers the firm believes to have a higher taste for its products, targeted advertising
offers future reputational benefits, on top of immediate revenue ones.
• Barriers to Entry. Suppose consumers know more about the incumbent (product 0)
than the entrant (product 1). Then, they will buy product 1 if E(Q1 )+E(θ1 ) ≥ Q0 +θ0 ,
or equivalently whenever θ0 +Q0 ≤ E(Q1 ). Then, average ratings favor the incumbent:
E(R0 ) = Q0 + E(θ0 |Q0 + θ0 > E(Q1 )) > Q0 and E(R1 ) = Q1 . The incumbent has a
matching advantage, which is exacerbated exactly by the introduction of new options,
particularly when of high quality. This provides an additional barrier to entry to the
one in Vellodi (2021).

3.3. An Extended Example
We now present a simple, extended example that aims to illuminate how the many pieces
in the model interact with each other.
Consider the case of two products of equal quality (for now; we will consider the case
of quality asymmetries Q := Q1 − Q2 6= 0 later on), and normal taste distributions: θ1 ∼
N (0, 1), θ2 ∼ N (0, 4). To further simplify matters, we also assume P1 = P2 .
Let us start with the case of all consumers learning naïvely from ratings (α = 1) – in
other words, taking ratings differences as indicative of quality differences. We first show
that, in line with Proposition 1, unbiased learning is not an equilibrium. To see this,
notice that Q1 = Q2 and P1 = P2 (wlog, assume Q = P = 0 for both products) jointly
imply that taste self-selection is the sole driver of consumers’ choices. Moreover, denote by
˜ t (Q) := Et (R1 ) − Et (R2 ) (Note that, since Q1 = Q2 , ∆
˜ t (Q) = Bt .)
∆
Now assume Bt = 0. Then, in the following period, we have
13 . For a much more in depth analysis of ratings-induced pricing incentives in a similar framework, see

Carnehl et al. (2021).
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Et+1 (R1 ) =

E(θ1j | θ1j > θ2j )
|
{z
}

≈ 0.35,

E(θ2j | θ2j > θ1j )
|
{z
}

≈ 1.42.

Taste for Product 1, conditional on choosing it

Et+1 (R2 ) =

Taste for Product 2, conditional on choosing it

Thus: if in any given period t we have Et (R1 ) = Et (R2 ), in t + 1 we obtain Et+1 (R1 ) −
˜ t+1 (Q) = Et (R1 ) −
Et+1 (R2 ) ≈ 1.07. Period t + 1 naïve consumers will then believe ∆
˜
Et (R2 ) = 1.07. This implies that unbiased learning (∆(Q) = 0) can not be the long-run
fixed point of this process.
Note moreover that P (θ1 > 0.35) = 0.36, P (θ2 > 1.42) = 0.23. That is, if only one
representative consumer for each product were to leave ratings, the consumer of the mainstream (niche) product would like it more than 64% (77%) of his peers. The latter is roughly
twice as removed from the median (and mean, by symmetry) consumer as the former. In
other words: while both ratings are upward-biased, the bias is larger for the niche product.
Last,
V art (R1 ) =

V ar(θ1 |θ1 > θ2 )
{z
}
|

≈ 0.87,

V ar(θ2 |θ2 > θ1 )
|
{z
}

≈ 1.96.

Variance in taste for product 1, conditional on choosing it

V art (R2 ) =

Variance in taste for product 2, conditional on choosing it

Both products look less polarizing than they are – a natural consequence of the fact that
their most negative ratings are “missing" – but the effect is stronger for the more polarizing
product 2:
V ar(θ2 |θ2 > θ1 ) − V ar(θ2 )
4 − 1.96
1 − 0.87
V ar(θ1 |θ1 > θ2 ) − V ar(θ1 )
=
= 0.51 > 0.13 =
=
.
V ar(θ2 )
4
1
V ar(θ1 )
That is, while consumer self-selection essentially cuts the ex-ante variance in half for product
2, the decrease is only 13% for product 1.
What happens in the next period? First notice that, since product 1 is now relatively
underrated, some consumers will be wrongly purchasing product 2 instead. These consumers
are characterized by θ1 > θ2 (that is, a relative preference for product 1 absent biases in
˜ t+1 (Q) (a perceived preference for product 2 hinging upon a
ratings), but also θ1 < θ2 + ∆
perceived quality difference of 1.07). Roughly 18% of consumers fall into this interval, and
are thus misled by ratings.
Thus, by its very nature, this bias is at least partly self-correcting (Corollary ??): as
product 2 attracts too many consumers (and, thus, poorer taste matches) in period t + 1,
its ratings will suffer in period t + 2. The opposite is true for product 1. We have
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Et+2 (R1 ) =

˜ t (Q))
E(θ1j | θ1j > θ2j + ∆
|
{z
}

≈ 0.95

˜ t (Q))
E(θ2j | θ2j > θ1j − ∆
|
{z
}

≈ 0.49

Average conditional taste for
˜ t (Q) in ratings
product 1, given bias ∆

Et+2 (R2 ) =

Average conditional taste for
˜ t (Q) in ratings
product 2, given bias ∆

Now, Et+2 (R1 ) > Et+2 (R2 ): product 2’s initial success is also its curse.
Where does this process converge? Given that Et+2 (R1 ) − Et+2 (R2 ) is monotonically
˜ t+1 (Q), the long-run bias will fall strictly between 0 and 1.07. To solve for
increasing in ∆
˜ ∞ (Q) and notice that for ratings to stabilize, it must be the case that
it, denote it by ∆


˜ ∞ (Q) − E θ1j | θ1j > θ2j + ∆
˜ ∞ (Q) = ∆
˜ ∞ (Q)
E θ2j | θ2j > θ1j − ∆
˜ ∞ (Q) = 0.66. In equilibrium, product 2 sells more (61% of the market)
Numerically, ∆
while enjoying better ratings (E(R2 ) = 1.1 > 0.44 = E(R1 )). This illustrates the logic of
Proposition 1.
In other words, while the initial overreaction is attenuated over time (0.66 < 1.07), this
correction is only partial. Both ratings’ biases and consumer mistakes are self-reinforcing,
long-run equilibrium outcomes.
So far, we have assumed all consumers are naïve. We now introduce a share 1 − α of
Bayesian consumers, who correctly infer Q1 = Q2 from ratings. Similar reasoning to the
˜ α∞ (Q) must satisfy
one employed above implies ∆

˜ α (Q) + (1 − α) · E θ2j | θ2j > θ1j )
α · E θ2j | θ2j > θ1j − ∆
∞
|
{z
}
Average conditional taste
for Product 2, given bias


˜ α (Q) − (1 − α) · E θ1j | θ1j > θ2j )
− α · E θ1j | θ1j > θ2j + ∆
∞
|
{z
}
Average conditional taste
for Product 1, given bias

=

˜ α (Q)
∆
| ∞{z }

Bias in ratings
1/2
˜∞
Fix α = 21 . Numerically, we obtain ∆
(Q) = 0.82. The presence of rational consumer
made the bias worse. And, with it, their naïve peers worse off. Market shares are now
given by approximately 42.5% for product 1 and 57.5% for product 2. This is less extreme
than the 61% vs 39% we obtained with less biased ratings and α = 1. These figures result
from the average of market shares for rational consumers (50% − 50%), and those of naïve
consumers, which have indeed become more unequal, reflecting the larger equilibrium bias:
35% − 65%.
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(a) Bt , for t = 1, . . . , 10

(b) Product 2’s market share, for t = 1, . . . , 10

Figure 4: Ratings bias and product 2’s market share for t = 1, . . . , 10. The solid line
corresponds to the case of α = 1/2, meaning half consumers are rational, half naïve. The
dotted line correspond to the case of all naïve consumers. Biases in ratings are worse in each
period when more consumers are rational. However, market shares are much less reactive
to ratings in this case, and always stay closer to 50% − 50%. Convergence to equilibrium is
fast, even in the fully naïve case.

Following Johnson and Myatt (2006), assume now that Q := Q1 − Q2 > 0.14 Now, our
fixed point equation becomes

˜ 1/2 (Q) + (1 − α) · E θ2j | θ2j > θ1j + Q)
α · E θ2j | θ2j > θ1j − ∆
∞

˜ 1/2 (Q) − (1 − α) · E θ1j | θ1j > θ2j − Q)
−α · E θ1j | θ1j > θ2j + ∆
∞
˜ 1/2
=∆
∞ (Q)
1/2
˜∞
˜ 1/2
Fix Q = 1. Numerically, we obtain ∆
(Q) = 0.54. Notice how, while ∆
∞ (Q) got
smaller compared to the case Q = 0, B∞ = 1.54 got larger (Proposition 2). This is because
the lower quality of product 2 induces even stronger taste self-selection, thus decreasing its
market share and increasing its relative ratings.
14 . Again, given the symmetric role of qualities and prices, we can assume P1 = P2 without loss of

generality.
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Figure 5: B∞ as a function of Q := Q1 − Q2 . The two biases compound each other: when
product 1 gets relatively better, B∞ grows.

What are the welfare losses stemming from mislearning? Moreover, are they increasing
in the number of naïve consumers? This is non-trivial: compared to Bayesian consumers,
naïve consumers mitigate the biases, but opposite to Bayesian consumers, naïves are prone
to fall victim of them.
The next graph shows that, at least in this case, the second effect dominates, and that
welfare losses become more serious the higher the share of naïve consumers.

Figure 6: Welfare loss as a function of the share of naïve consumers, for Q = 0.3, 1 and 2.
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Notice how, despite the bias in average ratings getting worse as Q increases (Figure 5),
its effect are attenuated. This is because a large quality gap, while on one hand worsening
the bias, also decreases the probability that this is pivotal for consumers’ choices.
The non-linearity of the welfare losses in the share of naïves reflects both the aforementioned mitigation effect and the non-linear distribution of individual tastes, as well as of
their difference θ1j − θ2j .

4. Empirics
We provide corroborative evidence for our theoretical claims using book ratings data. In
particular, we employ ratings scraped from two prominent book platforms, Goodreads and
Book Marks. Goodreads focuses on consumer reviews, while Book Marks is a professional
critics reviews aggregator. For a more accurate description of our data, see Appendix D.
This combination provides substantial advantages: first, by comparing Goodreads to an
external source of information, we do not need to take a stance on – or estimate – books’
characteristics. Rather, we will measure Goodreads ratings against Book Marks ones.
While Book Marks is likely not perfectly “objective" – some degree of taste-based selfselection and subjective expression in ratings is likely to occur with critics, too – it still
represents an important benchmark to compare Goodreads to (see De Langhe et al. (2015)
and discussion therein).

4.1. Goodreads Overrate Polarizing Books
We now turn to testing Proposition 1. Key to our analysis is a definition of polarizing (or
niche) products. Since one of our main results (Proposition 3) is that inferring product design
from consumer ratings is problematic (as we further show in the Section 4.3), our definition
of “polarizing" must be rooted in either products’ characteristic, or in critics ratings. We
implemented both approaches.
Starting with the latter, our result imply that more polarizing books, as proxied by
books with a high variance of ratings on Book Marks, should be relatively overvalued on
Goodreads. Figure 7 reports the results.
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Figure 7: More polarizing books (as proxied by a higher variance of critics ratings) receive
disproportionately high ratings on Goodreads.

Figure 7 shows that books with a mainstream design tend to be underrated on Goodreads
compared to Book Marks, while the opposite is true for books that are polarizing enough,
in line with Proposition 1.15
While this provides suggestive evidence in favor of our results, one might be worried that
the positive slope observed in the graph is a byproduct of the negative correlation between
Book Marks average ratings and their variance.
Thus, we turn to definitions of polarizing products that abstract from Book Marks. We
consider several complementary definitions of polarizing products, including i) books taking
clearly partisan views on controversial issues (e.g., climate change, American politics), ii)
books of unusual genres, defined as genres that appear at most 5 times in our sample, iii)
foreign books.
To give some intuition for definition ii), consider for instance the genre “mountaineering", which appears three times in our sample: while prima facie not a “polarizing" topic,
mountaineering books – which are often highly technical in nature – partition the set of consumers into die-hard mountaineering fans with a strong taste for them, and a much larger
group, which will likely find them completely uninteresting.
Johnson and Myatt (2006) have suggested that more polarizing products should be of
lower quality: this is because – in line with Clemons et al. (2006) and Sun (2012) – a highly
polarizing design increases sales only when competing in the vertical dimension is unfeasible.
15 . Notice that the average rating on Book Marks is about 0.1 higher than on Goodreads on a 0 − 5

scale.
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Despite their deep implications for market structure, these theories have received virtually no empirical support. The reason, of course, is that they deal with two unobservables:
quality and polarization. Consumer ratings offer a potential way around this issue. Proposition 1, however, offers an important caveat: while worse, polarizing products enjoy more
upward-biased ratings.
If we were to trust consumer ratings, do polarizing products actually look worse? Consistent with our theoretical predictions, the answer is negative: polarizing books in our dataset
have, on average, higher ratings: 4.01 vs 3.94 (t = 1.95). In contrast, polarizing books enjoy
slightly lower ratings on Book Marks: (4.02 vs 4.06, t = 1.26).

4.2. Goodreads Underrate High Quality Books
We now turn to testing Proposition 2. That is, our aim is to empirically show that Goodreads
ratings understate quality differences. That is, for two given products i1 , i2 ∈ I with qualities
Qi1 > Qi2 , on average,
G
E(RG
i1 ) − E(Ri2 ) < Qi1 − Qi2 .
Of course, real qualities are not observed. To get around this problem, we follow the
literature (see De Langhe et al. (2015)) in proxying quality with an external - and arguably
more objective - source of information: critics ratings.
Applied to this setting, this methodology relies on the idea that critics i) self-select
less than consumers in their consumption and reviewing behavior (e.g., critics for several
outlets are required to review certain books, independently on their interest for them), and
/ or ii) are more objective in their ratings, that is, they weight Qi more than θij (e.g., a
critic knowing horrors are not her favorite genre should be relatively more lenient in horror
reviews than her intrinsic enjoyment would dictate). Thus, denoting by C the set of critics,
our empirical test becomes
G
B
B
Ei1 ,i2 ∈I,i1 6=i2 Ej∈J (RG
i1 ) − Ej∈J (Ri2 ) < Ei1 ,i2 ∈I,i1 6=i2 Ec∈C (Ri1 ) − Ec∈C (Ri2 ) .

Using the universe of Book Marks rated books as our sample, we find that the left hand
side is approximately 58% smaller than the right one, or, in other words, that Goodreads
ratings understate, on average, the difference in ratings of two products by roughly 58%.
Figure 8 displays Goodreads ratings against Book Marks’ ones, making the understatement
of quality differences on Goodreads visually intuitive.

25

Figure 8: A Comparison of Goodreads and Book Marks Average Ratings

Moreover, our results suggest that the relationship between popularity – that is, the
number of ratings – and average ratings should be relatively flat. This is because becoming
more popular should, on one hand, reflects high quality, but on the other attract a high
burden of proof, and thus relatively downward-biased ratings.
To test for this hypothesis, we have measured the correlation between the average rating
and the number of ratings on both Goodreads and Book Marks, and found a correlation of
over 12.3% on Book Marks, and 8.8% on Goodreads. Put differently, these relationship is
over 44% flatter on Goodreads than it is on Book Marks, in line with our hypotheses.
There are two important reasons why, if anything, our results should understate the
magnitude of the bias. First, as previously mentioned, at least some book critics are likely
to self-select in a similar fashion to consumers (Book Marks ratings’ sources include a variety
of independent magazines and literary blogs, which often have highly partisan views and an
equally subjective reviewing style).16
Second, because of the relative size of Goodreads and Book Marks – the former including
hundreds of millions of books, the latter limited to a much smaller set of books – our sample
consists of all Book Marks books, many of which are arguably “critics’ darlings". In fact,
perhaps surprisingly, Book Marks ratings for these books are slightly higher than Goodreads
ones: 4.04 vs 3.96. This eliminates the possibility that consumer ratings understand quality
differences simply by being uniformly higher, and thus close to the maximum score, 5.
16 . We are currently replicating this analysis only employing critics ratings coming from major, and

arguably more objective, publications.
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Moreover, notice that low quality books are those for which consumers ratings are the
most upward-biased according to our model, while one could argue that books attracting
critics’ interest are at least above some quality treshold. Thus, repeating the analysis with
a sample including a higher share of low quality books would likely strengthen this result.

4.3. The Variance of Goodreads Ratings Need Not Proxy Polarization
Proposition 3 suggests caution in inferring product design from the variance of product
ratings: products that are polarizing ex-ante need not be so ex-post. A product might
simultaneously create disagreement among all of its potential consumers, while obtaining
consensus among its actual buyers. In this Section, we provide empirical support for this
claim. We start by running the following regression:
V ari = α + βXi + γN ichei + ,
where V ari indicates the variance of Goodreads ratings, Xi contains books characteristics, such as year of publication, a dummy for major awards winners and the average and
number of ratings, and N ichei represents our ex-ante definitions of niche.
Table 1 contains the results. The first thing to notice is that the coefficient associated
to N ichei is not significantly different from 0, suggesting that niche books ratings’ do not
display higher variance. Of course, one potential concern with this null result is that our
definition of niche is imperfect, and fails to capture products that are actually polarizing.
This concern is mitigated by an important observation. Note that the coefficient associated to N umRatingsi is positive and significant. Furthermore, the raw correlation between
the number of ratings and the variance of ratings is positive – see Figure 9 below. This is
in line with our model: whenever a book attracts many readers, its ratings will represent a
wide variety of tastes.17
17 . We are currently working on additional scrapes formalizing this result: for each book in our sample,

we first obtain a random sample of its Goodreads reviewers, and then analyze i) how heterogeneous
they are in their demographics, and reading habits, and ii) how “far" the average book they read is
from the book - that is, how strong the “taste mismatch" between them and the book.
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Figure 9: Number vs Variance of Goodreads Ratings

This suggests that, in settings in which consumer taste-based self-selection is prevalent,
empirical researchers should be cautious when inferring a product’s design from the variance
of its ratings.
There are, of course, exceptions, such as products rated by random consumers, perhaps
as part of an experimental launch, or more generally products whose polarizing nature is
unknown to buyers. However, the latter seems implausible with books, as well as several
other markets, cultural and otherwise.

5. Conclusion
We study social learning from consumer reviews in a horizontally differentiated market.
We model the dynamic feedback loop between ratings, beliefs and choices: ratings today
influence consumer beliefs – and thus product market shares – tomorrow, but these in turn
influence tomorrow’s ratings.
We first build a tractable duopoly model in which the dynamics of ratings over time can
be traced back to the time-varying patterns of taste-based self-selection for each product. We
then characterize the fixed-point of this process, and show that its features parsimoniously
rationalize a variety of findings from the literature, both theoretical and empirical.
Ratings distort market outcomes in systematic and sizable ways, relatively advantaging
lower quality and more polarizing products to the expense of their higher quality and more
mainstream alternatives.
We then offer corroborative empirical evidence for our theory by combining consumer and
professional critics book ratings data obtained by Goodreads and Book Marks, respectively.
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We see multiple avenues for future research, both theoretical (some of which are discussed
in Appendix B) and empirical. Our analysis is built on several simplifying assumptions,
relaxing many of which would be noteworthy. In particular: what happens when consumers
simultaneously learn about quality and fit? Or maybe primarily about the latter? Moreover,
since fit is subjective, how do consumers learn about it from their peers?
Last, our model is silent about sellers’ reactions to biases in ratings. In ongoing work, we
are studying duopoly competition in this framework. Some interesting results arise: chief
among them, we find that, given their biases, ratings push sellers towards more polarizing
designs and higher prices. Thus, they contribute to creating a highly fragmented market,
hurting the majority of consumers.
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A. Proofs
Proof of Lemma 1
GRi (k) := P robGRi (Ri ≤ k)
= P robGRi (Qi + θij − Pi ≤ k | E(Q1 ) + θ1j − P1 ≥ E(Q2 ) + θ2j − P2 )
= P robFsi (Qi + θij − Pi ≤ k | j ∈ Ji )
= P robF Ji (θij ≤ k − Qi + Pi )
si

=

FsJi i (k

− Qi + Pi ). 

Proof of Lemma 2
The Proof is straightforward. To see that ratings are not inflated, notice that
E(θi |Qi − Pi > Q−i − P−i ) = E(θi ) = 0.
Thus,
E(Ri ) = Qi + E(θi |Qi − Pi > Q−i − P−i ) = Qi .
To see that the variance in ratings reflects the ex-ante one, notice that
P rob(θi ≤ c|Qi − Pi > Q−i − P−i ) = P rob(θi ≤ c),
which means FsJi i (·) = Fsi (·) and thus V arFJsi (θi ) = V arFsi (θi ) .
i

Proof of Proposition 1
To prove this result, we need a basic technical Assumption:
Assumption 2. The function θFL (θ) is weakly convex.
This Assumption is satisfied by most well known distributions, including the uniform
and the normal.
Because Q1 = Q2 by assumption, proving that B∞ is equivalent to showing that E∞ (R1 <
E∞ (R2 .
Because Et+1 (R1 ) and E(R2 ) are decreasing and increasing, respectively, in Et (R1 ) (and
the converse for Et (R2 )), it is enough to show that if Bt = 0, then Bt+1 < 0. This would
imply that B∞ < 0.
By contradiction, assume equilibrium ratings are unbiased, B∞ = 0. If Bt+1 = 0, our
system of equations conveniently collapses to

(
Et+1 (R1 ) = Q1 + αEt θ1j | θ1j ≥ θ2j ) + (1 − α)Et (θ1j | θ1j ≥ θ2j ) = Q1 + Et θ1j | θ1j ≥ θ2j )
Et+1 (R2 ) = Q2 + αEt θ2j | θ2j ≥ θ1j ) + (1 − α)Et (θ2j | θ2j ≥ θ1j ) = Q2 + Et θ2j | θ2j ≥ θ1j )
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,

or
Et+1 (R1 ) − Et+1 (R2 ) = E θ2j | θ2j ≥ θ1j ) − E θ1j | θ1j ≥ θ2j ).
Thus, showing Bt+1 < 0 requires proving that
E θ2j | θ2j ≥ θ1j ) > E θ1j | θ1j ≥ θ2j ),
whenever θ2j ∼ FsL (·) and θ1j ∼ FsH (·).
To prove the desired inequality, we start by defining the two conditional density functions,
fLmax (θ) := fL (θ|θL > θH )
max (θ).
and symmetrically for fH
By independence, we have that

fLmax (θ) =

fL (θ) · P rob(θH ≤ θ)
fL (θ) · FH (θ)
=
.
P (θL > θH )
ML

Therefore,

1
E(θL |θL > θH ) =
ML

θ̄

Z
θ

1
θfL (θ)FH (θ)dθ =
ML

Z
θ

θ̄



1
· EL θFH (θ) ,
θFH (θ) fL (θ)dθ =
ML

where EL indicates that the expectation is taken over the FL (·) distribution. Symmetrically, we have that E(θH |θH > θL ) = M1H · EH (θFL (θ)).
Given Assumption 1, we are left with having to prove that


EL θFH (θ) > EH θFL (θ) .
Proving the inequality directly is hard given that we are taking expectations of two
different functions under two different distributions. Therefore, instead of comparing the

two directly, we compare each of them to EL θFL (θ) , and try to show that



EL θFH (θ) > EL θFL (θ) ≥ EH θFL (θ) .
Under Assumption 2, the second inequality follows from the fact FH (·) SOSD FL (·). This
is because for any two random variables such that the first SOSD the second, expectations of
convex functions are larger under the second. To prove the first, appeal to the definition of

rotation directly: FL (θ) > (<)FH (θ) for every θ < (>)θ† . In other words, both EL θFH (θ)

and EL θFL (θ) are weighted averages of θ under FL (·) but the second puts more we ight
on lower values of θ and less on higher ones.
To show that the bias gets smaller with α, it is enough to notice that, since B∞ >
Q1 − Q2 = 0,
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E θ2j | θ2j ≥ θ1j − B∞ ) < E θ2j | θ2j ≥ θ1j ),
Because in equilibrium
E∞ (R2 ) = αE θ2j | θ2j ≥ θ1j − B∞ ) + (1 − α)E(θ2j | θ2j ≥ θ1j ),
the result follows.



Proof of Corollary 1
We have that

R θ̄
E(θL |θL > c) =

c


1 − FL (θ) dθ
1 − FL (c)

and similarly
R θ̄
E(θH |θH > c) =

c


1 − FH (θ) dθ
.
1 − FH (c)

Note that FL (θ† ) = FH (θ† ) by definition of θ† , and that FL (θ) < FH (θ) for every θ > θ† .
As a result,
Z θ̄
Z θ̄


1−
1 − FH (θ) dθ < 1 −
1 − FL (θ) dθ
c

c

and hence
E(θL |θL > θ† ) > E(θH |θH > θ† ).
The result is true a fortiori for every c > θ† . By continuity of both conditional expected
values – which follows from the smoothness of both FL (·) and FH (·) – we have that there
exists a c∗ ∈ [θ, θ† ) such that the result is true for every c > c∗ .

Proof of Proposition 2
Similar to the case of Proposition 1, we again proceed by showing that Bt = 0 implies
Bt+1 < 0, implying that in equilibrium B∞ < 0.
When Bt = 0, we have, upon standard simplifications,
(
Et+1 (R1 ) = Q1 + Et θ1j | θ1j ≥ θ2j − (Q1 − Q2 ))
Et+1 (R2 ) = Q2 + Et θ2j | θ2j ≥ θ1j + (Q1 − Q2 ))
Subtracting the first from the second, we obtain
Since ratings for a product reflect its quality plus the average match with its buyers, and
the two products have the same design, we have
Et+1 (R1 ) − Et+1 (R2 ) = Q1 − Q2 + Et θ1j | θ1j ≥ θ2j − (Q1 − Q2 )) − Et θ2j | θ2j ≥ θ1j + (Q1 − Q2 )),
or
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Bt+1 = Et+1 (R1 ) − Et+1 (R2 ) − Q1 + Q2
= Et θ1j | θ1j ≥ θ2j − (Q1 − Q2 )) − Et θ2j | θ2j ≥ θ1j + (Q1 − Q2 )),
By symmetry of designs, it follows that Et θ1j | θ1j ≥ θ2j − (Q1 − Q2 )) − Et θ2j | θ2j ≥
θ1j + (Q1 − Q2 )) < 0, where we have used that the conditional expected value is increasing
in the lower bound of integration. This effect is stronger the larger the gap Q := Q1 − Q2 .
Monotonicity with respect to α follows from steps analogous to those in the proof of
Proposition 1. 

Proof of Proposition 3
We want to show that


V ar θL |θL > θH + ∆(Q) < V ar θH |θH > θH − ∆(Q) ,

∀∆(Q) > ∆∗ (Q).

First notice that, when ∆(Q) approaches θ̄ − θ, we have

V ar θH |θH > θH − ∆(Q) → V ar(θH ).
On the other hand, the fact that θL > θH + ∆(Q) implies θL ∈ (θ + ∆(Q), θ̄). Therefore,
Popoviciu’s Inequality (Popoviciu (1935)) implies that
 1
2
V ar θL |θL > θH + ∆(Q) ≤ θ̄ − θ − ∆(Q) .
4
Notice that the right hand side gets arbitrarily small as ∆(Q) → θ̄ − θ, implying the

existence of a ∆∗ (Q) such that V ar θL |θL > θH + ∆(Q) < V ar(θH ) for every ∆(Q) >
∆∗ (Q). 
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B. Model Extensions
We now briefly discuss our model’s robustness (or lack thereof) to changes in its core assumptions. Particularly, we have made three key assumptions for our analysis: i) ratings
are subjectively honest, that is, each consumer reports their subjective upon experiencing a product, ii) no self-selection at the writing stage, conditional on purchase: everyone
purchasing a product rates it and iii) consumers are choosing between two options.
Inspired by both realism and the sizable existing literature discussed in Section 2, we
consider the following extensions.

B.1. Alternative Rating Behavior
B.1.1. Rating to Persuade
In the baseline version of our model, consumers are not strategic in their rating behavior.
They simply report their subjective opinion regarding the chosen option, irrespectively of
the impact of their ratings on their successors. This assumption is psychologically realistic,
and additionally justified by the consumers’ desire to receive future personalized recommendations, which is an important driver of rating behavior on Goodreads, among other
platforms.
Nevertheless, it is interesting to briefly discuss the case of strategic ratings, that is, of
consumers leaving ratings with the explicit desire to be persuasive. Generally, consumers
motivated by persuading their peers will not rate truthfully. To see this, consider a consumer
who believes that a product is of good quality (say, 4 out of 5), and before posting, notices
that the product currently has an average rating of 3.5. Then, her best response is to inflate
her rating to 5, to get the ex-post average rating closer to her belief, 4.
That is, for a product of quality Qi for which she has taste θij , a period t + 1 consumer
reacting to period t ratings would seek to minimize the strategic (S) loss function
LS (Rij |Qi , θij , Pi , Ri ) := − Qi + θij − Pi − Et+1 (Ri |Rij )

2

instead of the purely individual (I) one
2
LI (Rij |Qi , θij , Pi , Ri ) := − Qi + θij − Pi − Rij .
An in-depth study of social learning with strategic rating behavior is beyond the scope
of this paper, and seems a promising area for future research (as also suggested by Acemoglu
et al. (2017)). Here, we will only add two observations that mitigate concerns regarding the
possibility (and impact) of strategic rating in this context.
The first one is that Et+1 (Ri |Rij ) ≈ Et+1 (Ri ) whenever the number of ratings the
product had already received is large. In other words, the ability to move the average
is limited when such average is built on a high number of reviews. Thus, LS (Qi − θij −
Pi |Qi , θij , Pi , Ri ) ≈ maxRij LS (Rij |Qi , θij , Pi , Ri ). This is usually the case on Goodreads,
where every book has several thousands (and often millions) of reviews.
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Second, notice that for each j ∗ ∈ Ji , it is straightforward to sign the difference between
individual and strategic reviews, RIij − RSij :
RIij < (>)RSij ⇔ E(Ri ) < (>)Qi + θij ∗ − Pi ⇔ E(θij |j ∈ Jit ) < (>)θij ∗ .
In other words, the strategic rating is lower than the truthful one if and only if the
(period t + 1) rater has a lower taste for the product that the average period t reviewer.
This also gives rise to self-defeating rating dynamics: products with very high reviews will
motivate future consumers more to skew their ratings down, and the opposite is true for
products with low reviews. Therefore, assuming strategic motives strengthen our conclusions
that ratings are pushed to the middle, understating quality differences and thus penalizing
higher quality products.

B.1.2. Social Influence
The deviation from truthful rating behavior that we have just highlighted is not the only
possible one. Contrary to the contrarian-like behavior of a reviewer who has a desire to sway
future consumers towards her preferred options, one can imagine at least some reviewers’
opinions are at least partly reflective of those of their predecessors. This phenomenon is
an example of social influence (see Muchnik et al. (2013) and citations therein) and can be
conceptualized as “biasing the judgement of an experience – and, thus, adapting one’s rating
– in the direction of what previous consumers have reported".
For instance, if every consumer in the previous generation has left a product glowing
ratings, future consumers will rate the product higher if they were to consume it in isolation.
That is,

∂Rt+1
Qi , θij , Pi , Et (Ri )
ij
> 0.18
∂Et (Ri )
Social influence is an important force in the digital world. For example, Muchnik et al.
(2013) demonstrate, using a large scale field experiment, that randomly manipulating the
first upvote or downvote received by a user post on a popular online forum influences the
post’s long-term upvotes to downvotes ratio. Similarly, Jacobsen (2015) shows that when
famous beer bloggers review a beer more positively or negatively than the average of consumers, future consumer ratings shift in the direction of the bloggers’ opinion.
This type of rating behavior is often opposite to the one described in B.1.1. There,
consumers effectively look as contrarians (despite their lack of social image concerns), since
that is what is required to affect the average rating. Here, consumers have a desire to fit
in (or, they perceive products differently depending on the previous ratings), and thus they
conform to the crowd preceding them. Conformity is dangerous in this setting, because –
similarly to the classic work of Banerjee (1992) and Bikhchandani et al. (1992) – it leads to
a halt in the aggregation of information.


18 . This could be either because the perceived utility went up,

t+1
∂Uij
Qi ,θij ,Pi ,Et (Ri )

∂Et (Ri )

ratings went up for a given Uij , reflecting the rater’s desire to conform.
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> 0, or because

Our model is not robust to social influence, and in fact generates opposite predictions
to it, as discussed at length in both Section 1 and 3.2.2. Clearly, the presence of social
influence leads to winners-take-all dynamics: better ratings today translate into (more and)
better ones tomorrow. Particularly, the opinions of particularly influential members should
sway not only readers’ choices, but also their very perceptions conditional on that.
We believe that a variety of empirical findings, including those of Kovács and Sharkey
(2014), He et al. (2022), and ours, offer substantial evidence that social influence is not
prevalent in this context and, if anything, excessively high previous ratings and sales often
end up hurting a product’s future reputation, in line with what described in our Proposition
2 and Corollary 2. Understanding when social influence is the dominant force, and when,
on the contrary, self-selection leads to fragmented market outcomes, seems like a promising
research question.

B.2. Self-Selection Into Leaving Reviews
In our model, every consumer leaves a review upon purchasing a product. In reality, very
few consumers leave reviews: a variety of surveys estimate this percentage to lie between
1% and 5%, depending on the market.
It is important to stress that, especially in a model (like ours) in which reviews are
not subject to noise, this fact per se would be inconsequential for our findings whenever
self-selection into rating conditional on choice is orthogonal to the nature of the rating.
However, this need not be the case. Perhaps the most common form of self-selection
documented in this context is extremity bias (see e.g. Brandes et al. (2018)) and citations
therein). Put simply, consumers with strong feelings towards the product – whether positive
or negative – are more likely to express them.
We believe this bias is less severe on platforms like Goodreads, given its users have joined
the platform at least in part to get personalized book recommendations, and these improve
the more information the users shares about what they are reading and enjoying. In fact,
we see a high fraction of non-extreme ratings, and for most books the combined share of 5’s
and 1’s lies below 50%, which is close to the random benchmark of 2/5, or 40%. Moreover,
there are usually many more 5’s than 1’s, which is in line with consumers finding products
they legitimately love more so than with extremity bias.
Nevertheless, it is interesting to spell out how extremeity bias would affect our results.
To this end, assume that consumers in both tails (say, consumers that are either below the
10th percentile or above the 90th in their idiosyncratic taste for the product) are the only
ones to leave reviews.19 Denote by Ji10− and Ji90+ these two camps of buyers. Then, the
average conditional taste for the product as reflected by reviews will be given by
1
1
E(θij |θij ∈ Ji10− ) + E(θij |θij ∈ Ji90+ ).
2
2
How does this compare to the case without extremity bias, E(θij |θij ∈ Ji )? It is imme19 . One could also assume that these consumers are simply more likely to post reviews, and not the

only ones to do so.
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diate to see that the two are equal for symmetric distributions. So, for instance, all of the
numerical results in our Section 3.3 would be unaffected by this change.
The results are more complex whenever the skew of the distribution changes. In this case,
one can imagine two products with the same quality, same variance in θij , same prices, and
yet different ratings resulting from asymmetries in E(θij |θij ∈ Ji10− ) and E(θij |θij ∈ Ji90+ ).
In this case, for instance, a product that is loved by few and mildly liked by many might
do better than one that is appreciated – but not loved – by most. It is a priori unclear
how this dimension of heterogeneity would interact with the ones we discuss in this paper.
One can imagine more polarizing products achieving a higher skew in the conditional taste
distribution described above, thus reinforcing their advantage. A more in depth analysis of
the nature (and dynamics) of ratings in light of this bias is beyond the scope of this paper,
and seems like a noteworthy research question.
Another interesting case is the one in which it is the absolute – not relative – levels of
love or hate for the products that shapes self-selection into reviewing. That is, consumer
j leaves a review for product i when either Uij > Ū or Uij < U , for two consumer- and
product-independent thresholds U < Ū .
Under these assumptions, the average ratings of low quality products would be downward
biased, while the opposite is true for products of high quality. Similarly, niche products
would receive more positive ratings than their mainstream counterparts, provided that the
right crowd finds them. When niche products are also of lower quality (Johnson and Myatt
(2006), Bar-Isaac et al. (2012)), the conclusions are ambiguous. Again, spelling these out in
greater detail seems like a promising avenue for future research.
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C. “Observational" Learning: the Number of Reviews
Anecdotal evidence suggests that consumers have a preference for goods which are purchased
by many of their peers. One possible explanation is that there are network effects of some
sort. However, even absent these network effects there is a premium for high-sales products.
Caminal and Vives (1996) provide an explanation: consumers use market shares as a signal
of product quality. Powell et al. (2017) suggest that the quantity premium results from a
psychological bias (“love of large numbers”).
When it comes to consumer ratings, a similar empirical regularity is observed: consumers
seem to have greater regard for products with a greater number of reviews (Powell et al.
(2017)). In this case, the puzzle is deeper since the explanation in Caminal and Vives
(1996) seems to fail: if consumers have direct information regarding quality (average quality
ratings) what additional information can the number of reviews contain?
Our model – slightly adapted and expanded in here – provides one possible explanation
based on two observations/assumptions: (a) consumers rate products according to their
subjective experience, which in turn reflects both objective product quality and subjective
fit between product characteristics and consumer preferences; (b) higher-quality products
attract more consumers, including in particular consumer for whom the fit component is
lower. A combination of (a) and (b) implies that rational consumers should use both average
rating and number of ratings as a measure of quality.
To see how this may be the case, consider the following stylized model. There are n
sellers, each of which sells one product. The product can be one of two types, type a and
type b. In each of two periods, there is a measure 1 of consumers who are equally divided
in terms of preferences for product type (that is, a measure 12 has a preference for type
a products. Let τ be the disutility from consuming a product of type different from the
preferred type.
In addition to this element of horizontal product differentiation, we also assume that
each product is characterized by vertical quality q, where quality units are the same as
utility units.
Since the focus of the analysis is on learning about quality and match value, we assume
that prices are exogenously given; and with no additional loss of generality, we assume prices
are zero.20
There are two periods. First-period consumers do not have access to reviews. Secondperiod consumers, by contrast, have access to the reviews issued by first-period consumers.
Consider the case of first-period consumers. We assume they are randomly presented
with one product and learn the product’s quality q as well as its type t. The decision problem
is then easy: If the product’s type is identical to the consumer’s type, then the consumer
makes a purchase if and only if q > 0. If, by contrast, the product and the consumer are of
different type, then the consumer makes a purchase if and only if q > τ . Finally, we assume
that consumers leave an honest review after purchase, that is, the review score equals utility
level q if there is a match of types and q − τ if there is no such match.
20 . Alternatively, one may think of q as quality net of price.
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Figure 10: Relation between product quality q and first periods sales x (left panel) and
between quality q and average consumer rating r (right panel)

Figure 10 shows the relation between product quality q and first periods sales x (left
panel) and between quality q and average consumer rating r (right panel). As the left panel
shows, if quality q is greater than the τ threshold, then sales double, as the product attracts
from both consumers with good fit and consumers with bad fit. As the right-hand panel
shows, the relation between q and r is non-monotonic. This is because, as quality increases,
the product attracts buyers for whom the fit component is lower, resulting in lower ratings.
Second period consumers do not observe the value of q (or don’t need to make the investment into finding the value of q). Rather, they observe two summary statistics regarding
first period purchase decisions: x and q. For simplicity, suppose that all buyers rate the
product, so that x is both sales and number of reviews.
Similarly to first-period consumers, second-period consumers make a purchase if and
only if net utility is positive. If there is a product fit, then the rule is E(q) > 0. If there
isn’t a product fit, then the rule is E(q) > τ . Rational consumers “invert” the mapping on
the right-hand panel of Figure , and so
(
r
if
x ≤ 21n
E(q) =
r + 21 τ
if
x > 21n
The main point is that rational consumers use both r and x as measures of quality. This
is not a bounded rationality issue or a network effects issue. It simply results from correcting
for the subjective element in reviews and the “curse of success” in consumer ratings.
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D. Data and Descriptive Statistics
D.1. Consumer Ratings Data: Goodreads
Goodreads launched in 2007 and is by far the world’s most popular consumer-generated
book reviews platform. In 2021, it averaged over 430 million page views and 50 million
unique visitors a month, while boasting over 2.5 billion books.21 On March 28th, 2013,
Amazon announced it had acquired Goodreads for an undisclosed fee was rumored to be
around $200 million.
The vast majority of information contained on Goodreads is user generated. Upon joining
the platform, users can input basic information, such as their gender, age and location,
together with a short bio and other information about their reading habits. Books are
usually added by either publishers or independent writers to increase their visibility.
Users can rate (with an integer score between 1 and 5), review (with such score plus
text), shelf or suggest book to friends. Members can form groups, follow others members,
directly search for books they have discovered somewhere else, or browse through the several
lists directly curated by Goodreads.
Goodreads also provides tailored recommendations to its users, based on their previously
read books, and on how they rated them. Although this feature of the website will not
be the primary focus of this paper, it is important to notice that – since users arguably
value the recommendation role of the website as much as (if not more than) its social
aspect – it provides strong incentives for truth telling in rating behavior. This at least
alleviates concerns regarding strategic rating behavior, and offers a rationale for our modeling
assumptions (We also discuss the robustness of our theoretical results to alternative modeling
choices in Appendix B).
We scraped detailed Goodreads information about more than 3.200 books. For each
book, we observe all aggregate statistics, such as its publisher and date of publishing, its
genre(s), writer, original language, average rating, number of ratings, histogram of ratings,
number of text reviews, and so forth. When finding a book they deem interesting, users can
mark it “To Read" or add it to a shelf. For each book, we observe the number of users who
did so, which we interpret as a proxy for future demand.
To achieve a heterogenous sample of books that is representative of Goodreads at large,
we mixed a variety of specific – and very different – Goodreads lists. These lists includes
the most popular Goodreads books of all time, as well as a random sample of new books
by genre, books dealing with specific topics (e.g., American politics, climate change) and
all books present on Book Marks (see below). Overall, while our sample is not perfectly
representative of the entire platform, these books display substantial heterogeneity in their
characteristics, such as the number and average of ratings, genre, publishers (see below) and
all other observables.
21 . See https://www.goodreads.com/advertisers and https://www.goodreads.com/about/us.
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D.2. Critics Ratings Data: Book Marks
Book Marks is a book critics’ review aggregator launched in June 2016 by Literary Hub,
a daily literary website that started in 2015 with the mission of “celebrating the literary
internet". Literary Hub promoted Book Marks as “a Rotten Tomatoes for books".
Book Marks collects critics’ reviews from over 70 sources, including newspapers, magazines, and websites, and translates their text into a score: “rave", “positive", “mixed", or
“pan". It then averages these scores to come up with the overall one for each book. For
the sake of comparison with Goodreads, we then mapped these scores into 5, 4, 2 and 1
respectively.22
The entirety of Book Marks was scraped. For each book featured on the website, we
collected all the information presented on its page: the full histogram of ratings, and all text
reviews, including their dates, writers and affiliations. In total, this amount to 960 books.
Each of these books has been matched to its Goodreads information, as described above.

Figure 11: Typical book page on Book Marks

E. Results

22 . Several alternative, including 5, 3.66, 2.33, 1 and 5, 4, 3, 2 have also been used, without any impact

on the results.
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Table 1: Determinants of Variance in Ratings

Dependent variable:
Variance of Ratings
Average Rating

−0.498∗∗∗
(0.012)

Number of Ratings

0.0001∗∗∗
(0.000)

Unusual Genre

0.008
(0.009)

Major Award

0.020
(0.012)

Number of Editions

Observations
Adjusted R2
F Statistic
Note:

0.00005∗∗∗
(0.00002)
3,128
0.361
∗∗∗
295.870
(df = 6; 3121)
∗ p<0.1; ∗∗ p<0.05; ∗∗∗ p<0.01
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